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Attendees: Lucian Popa, Rachel Pottinger, Gerard Hoberg, Joe Langsam;

(1) Summary from Joe. (2) Notes from Rachel. (3) Research challenge from Joe.

The session focused on research desired to better utilize existing data.  A consistent observation was the need for well-defined identifiers enabling the selection and linking of data structures.  Legal Entity Identifiers (LEI) and product identifiers were the focus of much of the discussion.  There are several research issues associated with identifiers and the development of tools to attach these to existing and prospective data.   Among the important issues that were raised are:

1. Will there be sufficient information publically available to permit LEI tagging of required financial fillings, analyst reports, news reports, and other data sources?  The LEI is proposed to be a 20 digit alpha numeric key that, by itself, conveys little or no intelligence. 

2. In the vast majority of cases, the data will not contain enough information to enable identification for tagging with complete confidence.  How should the degree of trust be associated with a tag?  

3. How might tags be structured to enable universal updating as new identifying information or when the reference for the tag  is otherwise changed?

4. How to structure tags and associated databases when a news article or other data source refers to multiple entities?  A news article may refer to multiple entities (Banks that provide quotes for determining the setting of LIBOR) or multiple subsidiaries with the same parent organization (the financing activities of General Electric).

5. In addition to LEI and financial product identifiers, risk factors and contract terms including covenants are important candidates for developing identification keys or tags.  

6. What is the value of having unique naming conventions (tags) for key people (corporate directors, CEO, CFO, Federal Reserve Governors…)?

7. What are the important data sources for LEI tagging?

8. Which, if any of the data sources, would it be best to have LEI tagging at origination?  

9. Should there be a collaborative effort for LEI tagging of selected data sources?  

Notes from Rachel

* ontologies and such won't be there for the next 5 years, what do we need to do now, both in the meantime and in order to make sure that we can make the best use of them later.

* LEIs are coming.  Legal Entity Identifiers, which will identify corporations and such - limited to each thing is capable of doing a trade as a buyer or a seller.  Want to build structures that will enhance the usage of LEIs.

* How can we assign the proper LEI to a piece of text that has come out? How can we keep track of the LEIs to make sure that it doesn't have to be done more than once.  Temporal evolution is also an issue.  E.g., what happens when a division which has no LEI is part of some other LEI, but then gets sold off individually and gains one, how do you keep track of them both?

* LEI will simplify the process of entity resolution, but there will be other problems where you still need to determine what the LEI is (e.g., there will be many different parts of Morgan Stanley, and they will have different LEIs; when a newspaper describes them, which one do they mean).

* What are the important data collections?  Newspapers, SECs (EDGAR: 10Ks annual, and 10Qs which are quarterly) - SECs and such will be tagged with the "main" entry, but the reference to the competitors and such will not.

* Having to deal with not knowing which part of IBM and such that you're asking to trade for costs firms 100s of millions of dollars. Having the LEI be list, there will still be problems.

* Tracking the person will not be any easier.   For one thing, people move, for another, sometimes there are people who are involved with more than one LEI.  Tracking people is important because if there's a news story about a person, it impacts that person's company(ies).

* The Madoff problem is that he claimed to be running a massive hedge fund with trades.  But he wasn't doing any trades.  So if you looked to see how many people were trading with Madoff, and see nothing there, then you can tell that there's a problem.

* To deal with these problems, you need entity resolution and data extraction.  Also need to know what other data sets are important?  Trade reporting, analysts reports (research reports).

* Gerard posits that the research problems are all "general" things rather than the specific things.  The specific things can be done by computer scientists.  So for things like doing the entity resolution on Edgar, do you want to try to do it once and saving it?

* It'd be nice if there was an established method of saying whenever  you file your 10K or your news story, you're going to run it through this program and have it do the linking for you.

* One question is when the LEIs comes out, we will want to tag all the data.  So, the question is (1) is there a be all and end all way to do it for some subset or (2) is there a way to take advantage of crowdsourcing, where the different orgs may have their own tagging.

* How can we come up with a set of publicly available LEI tags that are trusted?

* Is there a way to identify key terms in contracts and such, e.g., "covenants?"  So can we create a library of saying "who is subject to failure because they're not following this covenant"?  1. they're not in place, and 2. they're not doing the tagging.  Answer: yes.

* Want to capture what the key financial elements are in a big document that makes it interesting and precise rather than just boiler plate.

* Having access to this kind of data for an individual bank's risk value is good, regulators will want it, and then from a macro perspective will also be interesting and useful.

* The agencies want to have the information from the databases linked.  Does this infrastructure exist today?

* There are ways that you can do this programmatically for one database, but what do you with incremental software.

* Side note: dealing with OCR can be difficult with PDF documents when dealing with tables.

* If we do this for big data sets, how can we use this for systemic risk?

* If we magically tagged everything with LEIs, what do you need: what kind of trade was it?  Tag all the types of instruments.  Then calculate the risk profile.  What kinds of trades exacerbate and mitigate problems if there are bankruptcies and such. There are very complex securities.  A black swan is a major economic event that shouldn't happen, e.g., the crash in 1987 was supposed to be once in every 1000 years, but they're happening more often than you expect. Look for links and commonalities in them.

* Ask yourself who holds obligations to whom. But cannot be figured out from publicly available data.  May be accessible to the regulator, but possibly only after the fact. So basically, no.  Is there proxy data that we could use?  Probably not.  But someone could create an artificial version of it.  And some of the data may be more available for publicly traded things, at least for the regulators.

LEI Challenge

Background: There is a plethora of publically available data about financial market participants.  Much of the data is unstructured or partially structured.  The quality of the data varies widely and provenance is often missing or suspect.   The first steps in extracting information from this data require the knowledge of to which entities the data refers and a unique name or identifier for the entity.  This unique identifier enables the selection and linking of data common to a given entity.    

The Legal Entity Identifier (LEI) is proposed to be a 20 digit alpha numeric indicator that is unique for each eligible legal entity.  The LEI project initiated in the U.S. by the Office of Financial Research is an international project supported by U.S. and international regulators.    It is proposed that the LEI be required for each major participant that engages in trading and will be required to unequivocally identify the parties in the transaction.   The LEI contains little or no embedded intelligence.  Associated with the LEI will be a thin set of identifying information required when a legal entity applies for a LEI.  It remains unclear if the LEI, in addition being required for a trading participant, will be used on other documents.

Research Challenge: The challenge for computer scientist will be to develop tools that reliably can tag the correct LEI to the data in a document that refer a financial entity.   Copies of 10-K and other corporate fillings are available through EDGAR.  It would be desirable to tag these fillings. One would also wish to see analyst reports and trusted news stories tagged with the appropriate LEI.  It may also be of value to tag commentary found through social networks.  

The development of software to identify entities for tagging, the structuring of the LEI tags within documents and the development of databases with trusted LEI tags are research problems.   The identification of a legal entity in a document poses several problems.  Several legal entities share common names and a single legal entity may be called by many names.  Morgan Stanley, Morgan Stanley and Co., Morgan Stanley and Co. Incorporated, and MS&Co. each are used to refer to the parent company.  A news article which refers to Morgan Stanley, very well, could be referring to a subsidiary or a branch office, each of which often are called Morgan Stanley.   The term Morgan Stanley might refer to the Investment Banking group in multiple subsidiaries or to the retail business.    A Google search for “Morgan Stanley” subsidiaries returns: http://www.morganstanley.com/about/ir/shareholder/10k113008/dex21.html 

This is a 26 page document listing Morgan Stanley subsidiaries as of November 30, 2008.  It is not uncommon for a multinational corporation to have a complex corporate structure with multiple subsidiaries and branches.  A news article may refer to several of the subsidiaries without specifically identifying them.   It often will unclear to precisely which legal entities a document is referring.  It may be desirable for the tagging algorithm to assign both a LEI or number of LEIs together with a numerical indicator of confidence.  

Once the ability to identify entities and tag them with a LEI exists, the question arises to the storage and updating of the tags.  Should there be a common database of a selected subset of publically available documents that have been tagged with the LEI?  The fillings in EDGAR would be an obvious candidate.  Would it be effective to have crowd sourcing with researchers submitting documents that they have tagged?  Would it be preferable to make the tagging software available?  How should tags be updated as more information enabling better identification of the entity emerges?  Should the database contain the provenance of the tag as well as that of the document being tagged?  The structure of the tags within a document and the required supplementary information about the tags as well as the software to effect the tags remain to be determined. 

